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Abstract

Programmable shading in real time has been an ultimate goal of
graphical applications since the introduction of RenderMan™. The
research described in this paper focuses on an extension to X3D
to allow for real time programmable shading. We describe a new
Programmable Shaders component for X3D in detail as well as a
set of tools that can be used for authoring.

This paper reflects the work undertaken by the Web3D Consor-
tium’s X3D Programmable Shaders Working Group and incorpo-
rates the most recent results of the group’s discussions. The design
has been implemented and demonstrated in prototype form in two
X3D browsers.

CR Categories: 1.3.7 [Computer Graphics]: Three-Dimensional
Graphics and Realism—Color, shading, shadowing, and tex-
ture; D.3.4 [Programming Languages]: Processors—Compilers
and code generation; 1.3.1 [Computer Graphics]: Hardware
Architecture—Graphics processors; 1.3.6 [Computer Graphics]:
Methodology and Techniques—Languages.

Keywords: VRML, X3D, programmable shading, GPU, real-time
shading, stream processors.

1 Introduction

Any author developing graphics based virtual worlds ultimately has
to deal with the representation of shading in a scene. For many
years, computer hardware targeted at real time rendering of 3D
graphics gave the virtual world author a fixed solution to the shad-
ing problem. In recent years, advances in hardware have enabled
programmability of the graphics pipeline to provide an unprece-
dented level of flexibility over how virtual environments are shaded.
This technology, known as programmable shaders, is becoming
commonplace in real time applications used by the next generation
of computer artists, scientists, and game enthusiasts.

If X3D is to remain relevant for real time use, it must incorpo-
rate support for programmable shaders in a manner consistent with
the existing X3D architecture and be authorable by users of today’s
digital content creation tools. This paper describes a new X3D com-
ponent that supports programmable shaders for use in current and
future programmable graphics hardware.
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Shading can be defined as the assignment of outgoing radiance
to a point on a surface. Such assignment is based on several param-
eters, such as the point location on a surface, the normal and/or tan-
gent at that point, light sources and their properties, texture maps,
the location of the user, time, etc. A procedure that takes these
types of parameters and computes an outgoing radiance value for
a certain point location on a surface is called a procedural or pro-
grammable shader [Olano et al. 2002]. A programmable shader has
several properties that makes its use more attractive for graphical
applications:

e It can be described using a high-level language?®;

e It has a parametric form and by means of varying the parame-
ters can describe a class of related shaders. It can also be used
to represent textures or analytic lighting models;

e It has a more compact representation than the equivalent
OpenGL or Direct3D code and is highly storage efficient;

e |tis resolution independent. It can be applied to any object or
image independent of size or resolution.

Programmable shaders offer a clear separation between the mod-
elling and rendering domains. In contrast to off-line shading archi-
tectures, current real-time graphics architectures offer the developer
only two categories of shaders:

e Vertex shaders. The vertex shader replaces the geometry
pipeline. It is responsible for transforming on vertex data.
Its output needs, at a minimum, to be the transformed vertices
positions in clip coordinates.

e Fragment shaders. The fragment shader, also referred to as
a pixel shader, generalizes per-pixel access and application of
textures.

This logical organization for the shaders maps directly to the or-
ganization of the hardware[Mark et al. 2003; Olano et al. 2002],
having the immediate advantage of a high performance implemen-
tation due to the existence of a very small semantic gap. This same
organization of the hardware will also form the basis for the X3D
Programmable Shaders component.

In the current context of graphics hardware, it is of paramount
importance that programmable shaders are added to X3D. In the
next few years, graphics applications, e.g. games, virtual reality,
CAD, and scientific visualization, will make extensive use of pro-
grammable shading hardware. By keeping up with recent advances
in graphics hardware, X3D has the opportunity to establish itself as
a viable open standards-based alternative to proprietary solutions
that already support such extensive graphics capabilities.

Programmable hardware offers the author the possibility to ex-
plore several solutions to the rendering problem. The author may
wish to do so for efficiency reasons, or simply to be able to extend
the rendering capabilities of the X3D player. By allowing authors
to create X3D worlds that exploit the flexibility and efficiency of
the programmable pipeline, X3D will open up new possibilities for
creating real time virtual worlds with an unprecedented level of re-
alism and sophistication.

IStrictly speaking, a shader with this property is known as a procedural
shader. In this paper we use both terms interchangibly.



2 Background

Graphics architectures have supported programmable shaders for
some years now. From the early work by Cook on shade trees [Cook
1984] and Perlin [Perlin 1985] to the most recent work of [Mark
et al. 2003] programmable shaders have been supported in both off-
line and real-time rendering systems. RenderMan [Upstill 1990]
is the most well known rendering architecture, but is an off-line
rendering system. We are mainly interested in real-time procedural
shading architectures.

The first real-time procedural shading rendering system was the
University of North Carolina PixelFlow architecture [Molnar et al.
1992]. PixelFlow was driven by a procedural language called
Pfman [Olano and Lastra 1998] which was closely modelled after
the RenderMan shading language. SGI’s OpenGL Shader [Peercy
et al. 2000] is a RenderMan implementation in OpenGL. Shaders
are specified in ISL, a multipass rendering interactive shading lan-
guage. A multipass shader is one where, for each frame, the scene
is rendered multiple times, with each render contributing to the fi-
nal image. The logical model for OpenGL Shader includes surface
shaders and light shaders. A surface shader determines the color
of light reflecting on a point on a surface in a particular direction.
A light shader calculates the intensity and color of light sent by
the light source to a point on a surface. ISL allows for stacking
of surface shaders, and internally maintains two lists: one for light
shaders and another for surface shaders.

The Stanford Real-Time Shading Language (RTSL) [Proudfoot
et al. 2001] is also a multipass rendering shading language. As in
the OpenGL Shader case, its logical model is divided into both sur-
face shaders and light shaders. More recently a third stage, called
distortion, was add to RTSL that allows the use of vertex shaders.

Vertex Shader hardware began to be added to graphics proces-
sor architecures by manufacturers in 2001 [Lindholm et al. 2001].
A programmable vertex processor allows the programmer to define
what operations the hardware will perform on the per-vertex data of
a geometric model. This programmable vertex engine can be used
in place of the original fixed function processer where the program-
mer has limited control over how the graphics card operates on such
data. Hardware manufacturers then added the ability to be able to
programatically control a graphics item known as a fragment. Frag-
ments are produced by the hardware when triangles are rasterized.
The final colour of a single pixel is the combination of fragments
at the pixel location. In 2003 it is common to find hardware with
both programmable vertex processors and programmable fragment
processors.

With the introduction of such graphics architectures the hard-
ware vendors began to develop their own languages. There is a
commonality between all of these languages, in that the logical
model is divided into two stages: the vertex shader and the frag-
ment shader. The decision of the manufacturers to map the shaders
into these two stages was taken because it results in highly efficient
implementations.

There are three principal real time shading languages in use
today: OpenGL 2.0 shading language (hereafter called GLSL)
[3Dlabs 2003], Nvidia’s Cg [Mark et al. 2003] and Microsoft’s
HLSL. We will defer a more thorough treatment of these languages
to section 4.3. All of these languages closely resemble C and bor-
row features from the RenderMan shading language. This is impor-
tant since it implies that shaders are written by programmers.

The advent of programmable shaders introduced an unprece-
dented level of complexity in the authoring of 3D applications. It
therefore became necessary to provide content creators with user-
friendly shader development tools. One of these tools is Render-
Monkey [ATI 2003b]. RenderMonkey is a joint effort between
ATI and 3Dlabs. RenderMonkey provides an Integrated Develop-
ment Environment (IDE) where shaders can be authored, tested and

100

debugged. Another useful tool developed by ATI is Ashli [ATI
2003a], which allows for conversion of shaders between multiple
shading languages. Other vendors, for example NVIDIA, also de-
veloped plugins for digital content creation (DCC) tools, such as
Maya and 3dsmax, for use with its own language Cg.

Programmable graphics architectures are not only used to com-
pute object appearance. Non-rendering algorithms have also been
developed. Programmable shaders have been used as acceler-
ation techniques for numerical computing [Kriiger and Wester-
mann 2003; Bolz et al. 2003]. Other authors successfully used
programmable shaders in the context of image-based modelling
[Hillesland et al. 2003].

In this paper we will consider how to integrate the knowledge
acquired from the previous developments into X3D. Our solution
will be graphics API neutral and friendly for use with DCC and
other authoring systems.

3 Technical Considerations for X3D

X3D is a software system that integrates network-enabled 3D
graphics and multimedia. Each X3D application is a 3D time-based
space that contains graphic and aural objects that can be dynami-
cally modified through a variety of mechanisms. The semantics of
X3D describe an abstract functional behaviour of time-based, in-
teractive 3D, multimedia information [Web3D Consortium 2003].
The generic architecture of X3D means it is important that any new
component fully integrates with the existing components and effec-
tively extends the capabilities of the current specification.

Shaders are executed by an external environment to the browser
and, to maintain consistency with the existing base specification,
should follow the model used for the Scripting component. The
browser must also make available an interface to communicate with
the shaders interface.

What follows are some of the issues that must be considered:

e Internal state maintained by the browser needs to be made
available to the shader. In other words, it is often neces-
sary to have data associated with object space coordinates and
world space coordinates for lights, geometry and custom au-
thor data. For this case, a solution will be provided that inte-
grates with the declarative nature of X3D;

e In an environment which is targeted towards distributed net-
worked environments, such as the Web, the resources need be
made available and integrated within the browser and made
indistinguishable from other networked resources;

e For some shader effects it is important to have per-vertex tan-
gent and secondary tangent (binormal) data that is not natively
available from within X3D. There is an effective need to com-
pute and pass this information to the underlying shader imple-
mentation.

The following sections discuss the integration of shaders in X3D
and present solutions to the problems just stated.

4 The Programmable Shaders Component

This section describes the proposed X3D Programmable Shaders
Component in detail.

The design described in this paper represents the synthesis of two
distinct approaches previously proposed to the X3D Programmable
Shaders Working Group. In this section we present a description of
these two approaches and discuss the advantages and disadvantages
of each. We then synthesize the proposals and provide a detailed
description of the architecture, new node types and shader language
support required to implement the new component.



4.1 ShaderGroup vs. ShaderAppearance

The ShaderGroup node has been discussed in de Carvalho [de Car-
valho 2003]. In X3D terminology, it is a grouping node: the vertex
and fragment shaders are applied across a collection of related ge-
ometry. ShaderGroup is meant to describe a set of generic compu-
tations to be applied to the data contained in its descendant X3D ge-
ometry nodes. In addition, it allows for the stacking of shaders and
potentially enables multipass effects. The main criticism directed
at the ShaderGroup was its potential to complicate state handling,
especially in implementations that employ state sorting [Hudson
2003]. However this is highly dependent on the underlying imple-
mentation and may not be a valid critique for all implementations.

The ShaderAppearance node [Parisi and Couch 2003] is a re-
placement for the X3D Appearance node that extends its ca-
pabilities by adding vertex and fragment shaders. The name
ShaderAppearance implies that the shaders can only be used for
surface appearance effects, where in fact they can also be used for
other purposes such as lighting. ShaderAppearance does not allow
for the stacking of shaders, but a simple alteration can make it vi-
able for multipass use.

Both proposals have their strengths and weaknesses. The great-
est advantage of ShaderAppearance over ShaderGroup is its con-
sistency with the existing X3D model for applying visual prop-
erties to geometry using Appearance nodes. On the other hand,
ShaderGroup has the advantage over ShaderAppearance that allows
multipass effects and stacking of shaders. In fact, and by taking
into account these two main differences, the two approaches com-
plement each other.

4.2 Synthesis

The synthesis of these two approaches is based on three ideas:

e Shaders are treated as Appearance properties, located in the
scene graph wherever a Material or Texture may be used;

e Shaders behave much like Scripts, in the sense that have user-
definable fields and a binding to the underlying shader hard-
ware programming language that provides the implementa-
tion;

e Multiple shader effects may be applied to a single object using
multiple rendering passes and/or stages.

Note that because shaders are treated like other appearance prop-
erties, they are not applied to entire groups of objects or inherited as
with lights. Reuse of shaders requires DEF/USE as with any other
appearance property. This was done for consistency with the X3D
appearance model described in the base X3D specification.

The new design requires five new node types to be added to X3D.
The abstract base type, X3DShaderNode, is a marker type that in-
corporates the base functionality of X3DScriptNode enabling the
creation of a shader with user-defined fields and a binding to the
underlying shader hardware programming language.

A new class of appearance node, ShaderAppearance, is em-
ployed to attach fragment and vertex shaders to specific render-
able objects in the scene graph. ShaderAppearance inherits from
X3DAppearanceNode and may be used in the scene graph as the
value of the appearance field of a Shape node.

The concrete shader node types FragmentShader and Ver-
texShader inherit from X3DShaderNode and implement fragment
(pixel) and vertex shaders, respectively. The interface definitions
for these node types are identical. However, fragment and vertex
shaders are used in distinct parts of the rendering pipeline, thus the
use of two distinct node types to represent them.

Multiple shader effects may be applied to single object using
MultiShaderAppearance. MultiShaderAppearance is an appearance

101

X3DShaderNode : X3DScriptNode
{

MFString [in,out] wurl

SFBool 1] mustEvaluate FALSE
MFString [in,out] paramName []
MFString [in,out] paramType ]

# And any number of

fieldType [] fieldName

fieldType [in] fieldName

fieldType [out] fieldName

fieldType [in.out] fieldName

Figure 1: X3DShaderNode IDL declaration.

node that groups ShaderAppearance nodes and defines operations
for combining their output in multiple stages in the hardware or via
successive rendering passes in software.

4.2.1 X3DShaderNode

The X3DShaderNode abstract type is the base for all vertex and
fragment shader node types.

Each shader node has associated shader programming language
code (hereinafter referred to as the “shader”), referenced by the url
field, that is executed to carry out the shader node’s function.

Browsers are not required to support any specific language. De-
tailed information on shader languages is described in 4.3, Lan-
guage Support.

The shader is able to receive and process events that are sent to
it. Each event that can be received shall be declared in the shader
node using the same syntax as is used in a prototype definition:

inputOnly type name

The type can be any of the standard X3D fields (as defined in
the X3D specification [Web3D Consortium 2003], 5. Field type
reference). Name shall be an identifier that is unique for this shader
node.

If the shader node’s mustEvaluate field is FALSE, the browser
may delay sending input events to the shader until its outputs are
needed by the browser. If the mustEvaluate field is TRUE, the
browser shall send input events to the script as soon as possible,
regardless of whether the outputs are needed.

The paramName and paramType fields define a mapping be-
tween parameters of the underlyling shader program and global
state within the X3D browser. By default, each field defined in
the shader node is mapped to a parameter of the same name and
data type in the shader program. However, shader programs may
require values that are not explicitly defined in the shader node’s
interface but maintained as rendering state within the browser, such
as the world space position of one of the active lights. Values in the
paramName field specify the names of the shader program param-
eter names to which these built-in values are applied. The param-
Type field allows the author to specify the built-in values by using
keywords as defined in Table 12. Each element of the paramType
field is used to define the builtin type of the value to be supplied
in the shader program parameter as named in the corresponding el-
ement of the paramName field. The paramType and paramName
fields must contain exactly the same number of elements.

4.2.2 ShaderAppearance

ShaderAppearance is an extended X3DAppearanceNode that has
associated vertex and fragment shader fields in addition to all of the

2In GL2 some of these values are natively available inside the shader and
can be omitted.



ShaderAppearance | X3DAppearanceMNode

SFNode [in,out] fillProperties NULL [FillProperties]

SFNode [in,out] fragmentShader NULL [FragmentShader]

SFNode [in,out] lineProperties NULL [LineProperties]

SFNode [in,out] material NULL [X3DMaterialNode]
SFNode [inout] texture NULL [X3DTextureNode]

SFNode [in,out] textureTransform NULL [X3DTextureTransformNode]
SFNode [in,out] vertexShader NULL [VertexShader]

Figure 2: ShaderAppearance IDL declaration.

base appearance properties. ShaderAppearance nodes may be used
in the scene graph wherever regular Appearance nodes are used,
that is as the appearance field of a Shape node.

The inherited appearance fields of ShaderAppearance
(that is fillProperties, lineProperties, material, texture and
textureTransform) are used to provide fallbacks in case the
fragment shader program node is not available or is implemented
in a shader programming language not supported by the browser.
If the vertex shader is not available or not supported, geometry
will be interpreted according to the rules defined in the base X3D
specification.

4.2.3 MultiShaderAppearance

MultiShaderAppearance is an extended X3DAppearanceNode that
combines multiple shader effects on a single object either via mul-
tiple rendering stages in the hardware or several rendering passes
in software®. MultiShaderAppearance groups ShaderAppearance
nodes and defines operations for combining their output in multiple
stages in the hardware or via successive rendering passes. Multi-
ShaderAppearance nodes may be used in the scene graph wherever
regular Appearance nodes are used, i.e. as the appearance field of
a Shape node. Note that by combining an appropriate set of shaders
properly, MultiShaderAppearance can be used to mimic the fixed-
function pipeline.

The shaderAppearance field may contain zero or more nodes of
type ShaderAppearance. If more than one of these nodes is present,
then MultiShaderAppearance describes a multipass algorithm, with
each pass controlled by a different ShaderAppearance.

MultiShaderAppearance : X3DAppearanceNode
{

SFNode [inout] fillProperties NULL [FillProperties]

SFMNode [inouf] lineProperties NULL [LineProperties]

SFNode [inout] material NULL [X3DMaterialNode]

MFMode [inout] shaderAppearance |[] [ShaderAppearance]
MFMode [in,out] drawOps I} [DrawOp]

SFNode [inout] texture NULL [X3DTextureNode]

SFNode [inouf] textureTransform NULL [X3DTextureTransformNode]

Figure 3: MultiShaderAppearance IDL declaration.

The drawOps field contains nodes of type DrawOp [Grahn 2003]
and defines how each of the fragments is composited. The number
of nodes in this field must be equal or greater to the number of
nodes in the shaderAppearance field. The player will return the
pipeline to the default state as defined by the X3D base specification
[Web3D Consortium 2003].

31t has been suggested that a MultiAppearance should be specified in-
stead of MultiShaderAppearance. Such a change would allow the combina-
tion of multiple passes with any X3DAppearanceNode. It will be considered
for the final version of this component.
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Keyword Data Type  Semantic API
LIGHTWPOSx 32-bit World- D3D
single pre- space and
cision 3x1 position of GL2
vector light x[0..7]
LIGHTWORIENTx 32-hit World- D3D
single pre- space and
cision 4x4  orientation GL2
matrix of light
x[0..7]
LIGHTMPOSx 32-bit Model- D3D
single pre- space and
cision 3x1 position of GL2
vector light x[0..7]
LIGHTMORIENTx 32-bit Model- D3D
single pre- space and
cision 4x4  orientation GL2
matrix of light
x[0..7]
LIGHTSTATE 32-bit inte- Bit vector GL2
ger of  on/off
light states
[0.7]
LIGHTPOINTx 32-bit inte- Bit vector D3D
ger of on/off and
light type GL2
[0.7]
LIGHTDIRx 32-bit inte- Bit vector D3D
ger of on/off and
light type GL2
[0.7]
LIGHTSPOTx 32-bit inte- Bit vector D3D
ger of on/off and
light type GL2
[0..7]
WORLDMATRIX 32-bit World- D3D
single pre- space
cision 4x4  matrix
matrix
VIEWMATRIX 32-hit View-space  D3D
single pre-  matrix
cision 4x4
matrix
PROJMATRIX 32-bit Projection D3D
single pre- matrix
cision 4x4
matrix
WVPMATRIX 32-bit Concatena- D3D
single pre- -tion of
cision 4x4 world,
matrix view and
projection
matrices




NORMALMATRIX 32-bit Matrix for D3D
single pre- transfor-
cision 4x4 mation of
matrix normals

CAMWPOS 32-bit World- D3D
single pre-  space and
cision 3x1 position of GL2
vector the camera

CAMMPOS 32-hit Model- D3D
single pre- space and
cision 3x1 position of GL2
vector the camera

Table 1: Shader parameter keywords

Language

OpenGL Shading Language (GLSL)

Microsoft’s High-Level Shading Language (HLSL)

NVIDIA’s Cg Language (Cg)

Table 2: Recommended shader languages.

4.3 Language Support

A variety of special-purpose programming languages have emerged
to implement hardware-assisted high-level procedural shaders.
Browsers are not required to support any specific languages. How-
ever, support for the languages listed in Table 2 is recommended.

The shader node’s url field shall allow for both inline scripting
and script reference via a URL. The MIME type 4 of the returned
data defines the language type. Additionally, instructions can be in-
cluded in-line using the shader language protocols defined in Table
3.

When an event is received by the shader node, its value is up-
dated for use by the shader program the next time the object is
rendered. The shader program that is used by the browser is de-
termined by the url field. A description of order of preference for
multiple valued url fields may be found in the X3D Specification
[Web3D Consortium 2003], 9.2.1, URLSs.

Table 4 describes the mapping of X3D types to NVIDIA’s Cg.
Similar tables can be provided for HLSL and GLSL.

5

The features discussed in this paper have been implemented in pro-
totype form within two X3D browsers: Media Machines’ Flux™
Player and the Glasgow School of Art’s RealightXxP™ [de Car-
valho 2003]. This section highlights the implementation steps used
to incorporate programmable shader support into the Flux Player.
While the approach described herein is specific to Flux, any X3D
browser written to an immediate mode graphics API such as Di-
rectX or OpenGL can use similar techniques in a straightforward
manner.

Implementation

4Not all hardware shader languages have a defined MIME type at this
point in time.
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Language Protocol
GLSL 7glsl:”
HLSL hisl:”
Cg ’cg”

Table 3: Shader language protocols.

X3D Cg

SFRotation float4

SFVec3f float3

SFColor float3

SFVec2f float2

SFTime float

SFBool int

SFImage array of ints

SFNode For a X3DTextureNode, maps to the ap-
propriate sampler{1D, 2D, 3D, CUBE,
SHADOW, RECT}. No mapping for other
node types.

SFString no mapping

Table 4: Mapping of X3D fields to Cg.

The Flux system architecture is described in detail in Parisi
[Parisi 2003]. Figure 4 depicts the Flux architecture. Adding X3D
programmable shaders support required modifying four distinct ar-
eas within the Flux execution model:

e Parsing declarations of FragmentShader and VertexShader
nodes;

e Finding, loading and compiling the shader programs refer-
enced in FragmentShader or VertexShader nodes;

e Binding the fields of the X3D shader node to parameters in
the compiled shader program;

e Rendering objects using the supplied shader programs and as-
sociated graphics state.

5.1 Parsing Shader Node Declarations

FragmentShader and VertexShader are user-definable node types:
the author defines a new shader node type by creating an instance
of a FragmentShader or VertexShader node and declaring its fields
within the scope of that node, in a manner analogous to the Script
node. The Flux type system - the module responsible for man-
aging the declaration of built-in and user-definable node types -
was extended to handle these new user-definable types. The Flux
XML and VRML classic file loaders were extended to recognize
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Figure 4: Flux Architecture.

and parse the FragmentShader and VertexShader nodes and field
declarations.

5.2 Loading and Compiling Shader Programs

All externally referenced assets within an X3D file - Inlines,
EXTERNPROTOs, textures, sounds and movies - are loaded into
the scene using the Flux File Manager module, which controls the
downloading and caching of URL-based data and local files. Once
the shader program has been found and successfully downloaded,
and the shader programming language is supported by Flux, it is
passed to the runtime system for compilation using the appropriate
API calls.

5.3 Binding Shader Node Fields to Shader Program
Parameters

The X3D browser must map fields declared in a shader node to
the parameters of the corresponding shader program. This includes
fields initialized during initial file load as well as those whose val-
ues changed at runtime via ROUTEs or Scene Access Interface
(SAI) calls. Each instance of the Flux shader node class maintains
a set of field objects unique to that type of shader, one per declared
field. When the shader node is instanced, and whenever any fields
of the shader node are changed, these field objects are updated with
the new values. The new field values are used in any subsequent
rendering of the object as described below.

5.4 Rendering Objects Using the Shader Programs

Flux employs a render graph strategy to improve performance:
the X3D scene graph is traversed to produce a more compact and
rapidly drawn tree structure called a render graph. Each leaf in
the tree represents a unique instance of a drawable object along
with its model-to-world transformation, world-space bounding box
and graphics state information including lighting, materials, tex-
tures and texture transforms. The X3D scene graph is traversed
only when absolutely necessary and only to the extent required to
ensure an updated render graph. This structure affords a variety
of optimizations such as view culling and bounding volume-based
trivial rejection for picking. The process of creating the Flux render
graph from the X3D scene graph is depicted in Figure 5.

Scene Graph Render Graph
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Figure 5: Flux Render Graph.

Each drawable leaf object in the render graph contains a state set
- a collection of data representing the current material, texture and
lighting state. To implement programmable shaders, two data mem-
bers were added to the Flux StateSet class to represent a fragment
shader and a vertex shader. If these shaders are present at rendering
time, Flux will enable them in the rendering API. The parameters
passed to the shader program are updated using the most current
values stored in the shader node, and the appropriate API calls.
This results in the object being drawn using the supplied shader
program(s) and correct parameter values.

6 Authoring

The previous sections discussed the technical details and merits of
the programmable shaders component. But in order for this com-
ponent to be successful in terms of its application, it is important
to discuss how X3D worlds with programmable shaders can be au-
thored.

The wide variety of uses for X3D implies that multidisciplinary
teams may be involved in the development and deployment of X3D
applications. During the development of an X3D application many
modules are authored at the various stages of the development life
cycle. Each of the stages involves the use of one or more dedi-
cated tools. In the general case of 3D applications, the stages of
modelling, animation and rendering are actually performed using a
DCC tool, with further add-ons done in a compositing stage®.

The declarative nature of X3D, which simplifies the language
constructs necessary to describe objects and their interactions, does
not preclude the use of DCC tools. The description of complex
geometry into a custom format is still better left to an automated
tool while its creation needs to be performed with a visual tool.

Programmable shaders introduce an extra level of complexity,
in the sense that they are described in a high-level programming
language. This imperative nature of programmable shaders is not
tailored to authors with non-technical backgrounds.

The apparent separation of the programmable shaders compo-
nent from the declarative nature of X3D can be addressed in the
following ways:

e Use of visual tools to develop shaders;

e Use DCC tools to export geometric models with shader infor-
mation;

e Create a database of common shading effects so reusablity can
be achieved.

S5The authors acknowledge that X3D applications are composed of more
than just graphical elements. Tools for authoring of aural elements are equal
important, but this paper focuses on graphical elements, hence the omission.



6.1 Development of Shaders with Visual Tools

A joint effort between ATI and 3Dlabs is producing a tool, called
RenderMonkey, for the visual development of shaders. Render-
Monkey is quite appealing to both technical and non-technical de-
velopers since its interface contains elements that follows the Rapid
Application Development (RAD) model. RenderMonkey borrows
interface elements from common C/C++ development tools and
at the same time provides extra object functionality like cameras,
lights and shader passes, all integrated in a simple and powerful add
and/or replace idiom. RenderMonkey will also provide an SDK to
allow importing and exporting of custom data. A RenderMonkey
importer-exporter for X3D is therefore desirable. At the time of
writing, the RenderMonkey plugin SDK has not been released and
it is the authors’ intentions to support such a development in the
future. Ashli is another useful tool that allows for conversion of
shaders between languages. For example, with Ashli it is possible
to convert RenderMan shaders to HLSL or GLSL.

6.2 Exporter Tools

Digital content creation tools describe their scenes using a very rich
internal format. All of the most common used DCC packages make
use of programmable shading hardware. Several X3D exporters
are being or have been written for those packages. For X3D it is
important to be able to export the models with the programmable
shader information that is stored internally.

6.3 Shaders Gallery

One of the greatest strengths of a shader is its parameterization and
its independence from the geometry to which it is applied. For
example, a shader for a bump-mapping effect can be applied to
many different geometric objects using different parameters, allow-
ing very different effects. This clear separation between appearance
and geometry make shaders suitable for abstraction in X3D using
the PROTO mechanism. By providing a shaders gallery many dif-
ferent types of effects can simply be referenced in X3D worlds and
re-used.

7 Examples

This section discusses some example scenes that illustrate the ad-
vanced material, lighting and vertex displacement effects that can
be achieved using the described programmable shaders component.
Such effects cannot be achieved either at all, or easily using the ex-
isting X3D specification. Each of the examples has been rendered
with Media Machines’ Flux Player.

7.1 X3D Lighting Model

The X3D lighting model allows an author to define material prop-
erties such as diffuse, specular and emissive colours, and lighting
properties that combine to form the final appearance of a piece of
geometry. The traditional approach to rendering is to compute the
lighting model at each vertex in the geometry and to interpolate a
final fragment colour for each fragment in a triangle from the vertex
values. Such an approach leads to models that look faceted partic-
ularly when the models are created from relatively few triangles.
Using shaders, the author can compute the X3D lighting on a per
fragment basis leading to much smoother looking models as shown
in Figure 6. The Cg and X3D code used to generate this effect is
shown in Figure 7.

The VertexShader in Figure 7 shows the use of the keywords in
Table 1 to get access to required matrices. The vertex shader sim-
ply manipulates the vertex and normal positions and outputs the

105

00000 °TIT

Figure 6: The X3D lighting model using shaders.

results to be used subsequent stages of the rendering pipeline. The
fragment shader shows the use of the light and camera position key-
words from Table 1 as well as a user defined variable, baseColor,
that is used in the per-fragment lighting calculations.

7.2 Bump Mapping

Bump mapping [Blinn 1978] simulates bumpiness in a surface
without distorting the surface’s geometry. It is achieved by perturb-
ing the surface’s normal using a per-pixel normal encoded within a
texture map. The resultant normal is used to compute the final color
of each fragment.

7.3 Particle Systems

Two approaches to developing a particle system in X3D is to an-
imate the points in a PointSet using a PositionInterpolator, or to
implement a particle system engine using the Scene Access Inter-
face. However, the shortfall of both methods is they require an
extensive amount of work on behalf of the application developer.
Programmable shaders provide a simple solution to implementing
particle systems. The vertex shader can be used to displace each
of the points in a PointSet deterministically given a set of input pa-
rameters such as velocity, position and time. The vertex shader also
allows the final size of the particle in pixels to be specified.

7.4 Environment Map Prefiltering

Environment maps can be used to compute a mirror reflection term
that can be added to local illumination terms for a given lighting
model [Olano et al. 2002]. Without prefiltering, an environment
map can only model polished metallic surfaces, since the Fresnel
term® is almost equal to one. For non-metallic surfaces, mirror
reflections must be weighted by the Fresnel term. If we hold the
outgoing radiance in the environment map instead of holding the
reflected environment, then we have a prefiltered environment map.

For this example, we wish to obtain a transparent coating on the
surface of a torus. The environment map use for this example is pre-
multiplied by a texture map containing a Fresnel map describing a
optical density of 50. The final effect is accomplished by using the
Fresnel term to perform a blend between the diffuse and reflection
terms. The final effect is typical of car paint.

The reflectivity of a material off a polished surface in the mirror direc-
tion of the incoming light.



Figure 7: The X3D lighting model code.

7.5 Refraction

A glass effect is achieved by simulating the refraction of light
using a technique known as cubic environment mapping [Greene
1986]. Using this technique the surrounding environment is cap-
tured within a texture known as a cube texture. For each pixel on
a chess piece the refracted vector incident with that pixel is com-
puted in the vertex shader and passed to the fragment shader. The
final colour of the pixel on the chess piece is computed in the frag-
ment shader and is the value of the cube texture where it intersects
the refracted eye vector.

8 Open Issues and Future Work

Many rendering effects, for example, bump mapping, make use of
additional per-vertex information such as tangents and secondary
tangents (binormals). X3D has no native way of specifying such
data. Given the current base specification an author can use the
following guidelines:

e Reuse unused fields in the geometry nodes, such as Color;

e Provide a texture in which such vector information is encoded
as color values, in the same vein as normal maps;

e Define a script where an MFVec3f exists with such infor-
mation and ROUTE it to a MFVec3f field in the appropriate
shader node;
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Figure 8: The surface of Mars is represented as a bump map.
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Figure 9: An explosion of Mars rendered with particles.

e Pass all the information to the shader as an MFVec3f value.

It is the authors’ opinion that nodes for the specification of such
data should be added to the X3D specification. New fields, for
nodes and indices, could then be added to the X3D geometry nodes.
Automatic calculation of such data is possible if texture coordinates
are present. But since they may not always be present such auto-
matic calculation shouldn’t be mandatory.

It is also worth mentioning that many traditional shader effects,
e.g. procedural textures, make extensive use of Perlin noise func-
tions. The common way of representing such a function in pro-
grammable hardware is by means of a 3D texture. Unfortunately
this texture cannot be represented as a 3D texture using the current
base specification. Furthermore, texture coordinates in X3D are of
type SFVec2f complicating matters even further. A workaround is
to specify an MFVec3f to the shader and do the indexing computa-
tion and evaluation of the function inside the shader. Both of these
examples could be easily represented in X3D with the introduction
of support for 3D textures, including the use of the SF\ec3f type as
a texture coordinate value.

The overall effect of a programmable shader can be returned
in a texture, allowing for return values from shaders. Procedural
textures can be generated and returned and then bound to another
shader allowing for some dynamic and interesting effects. Unfortu-
nately, X3D lacks the support to render to an arbitrary buffer. It is
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Figure 10: A transparent coating over a surface.
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Figure 11: Refraction example.

the authors’ opinion that this would be a useful addition to the base
specification.

Another open issue relates to the deformation of vertices done
by a vertex shader and in particular to the bounding volume? that
encloses such a piece of geometry. Since the vertices are chang-
ing positions the bounding volume also changes. The browser can
make use of bounding volume information for efficiency purposes
while rendering and computing intersections, and because the ver-
tices are being transformed inside the shader, there is the potential
for incorrect results if this information is not being passed back to
the browser. Authors can use the following guidelines:

e Specify in the bboxVec and bboxSize fields the maximum
possible bounding box in the enclosing Shape node.

e Duplicate in a Script node the computation being performed
by the vertex shader and ROUTE it to the appropriate fields in
the enclosing Grouping and/or Shape node.

A more intrusive solution would be to introduce in
ShaderAppearance a proxy node to be used for intersections.

7Internally a browser does not need to use only bounding boxes. It can
use a combination of bounding spheres, object-oriented boxes, etc.
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If the proxy is NULL, the Shape geometry is used, otherwise the
proxy is used.

Light sources are handled differently by the shading languages.
Cg and HLSL need the parameters used in the calculation of light
contribution to be bound explicitly by the author. GLSL makes the
light state available inside the shader. A browser conforming to the
full profile of the X3D specification cannot put limits on the num-
ber of lights that may exist in a X3D world. All light descriptions
need to be parsed. Table 1 does not provide a simple mechanism
for referencing lights, although allows for the binding of the current
active lights. This will force code inside the shader to distinguish if
a light is enabled, 8 and then add the contribution of that light. Un-
fortunately, in the general case, all active lights need to be tested.
The author will also need to distinguish between light types. More-
over, the use of branching statements inside shaders is still limited.
One possible solution is to declare a structure, for each one of the
shading languages, that mimics the 3 types of lights in the X3D
specification. This would allow the author to reference lights in a
X3D world by means of a USE statement. The browser would ini-
tialize the members of such structures with the correct values prior
to the binding of the shaders. Helper functions can also be provided
to do the X3D lighting model calculation, or the author could use
her own set of calculations. Such declarations could then be in-
cluded in the shader. By means of the helper functions, the X3D
specific knowledge inside the shader can be made opaque.

As mentioned in section 2, programmable shading hardware is
being used to solve problems in the domain of numerical comput-
ing. This can be a novel potential use for X3D.

9 Conclusion

In this paper we have described a method for incorporating real
time programmable shaders into X3D in a manner that is author-
friendly and consistent with the existing X3D architecture. The
proposed programmable shaders component enables in X3D ren-
dering effects that were previously only possible using either an
off-line rendering system or a low-level graphics API and an im-
perative programming language.

The design of the programmable shaders component synthesizes
two distinct approaches to achieve the best of both: compatibility
with the current X3D appearance model and the combining of mul-
tiple shader effects. The design takes into account the realities of
today’s hardware but should provide enough flexibility for future
growth. The organization of the programmable shaders component
reflects the logical model that underlies current graphics architec-
tures, enabling the best performance and ease of implementation
by browser writers. Our design has been proven in two different
implementations; thus we expect the task of adding programmable
shaders support to a production browser system to be straightfor-
ward.

The new shader nodes support ease and flexibility of authoring
using a variety of tools. We have identified three categories of tools
that we expect to be used in practice: visual authoring systems, file
exporters and shader galleries. Because the shader node organiza-
tion follows the current X3D appearance model, with a clear sepa-
ration between geometry and its surface properties, shaders can be
developed once by a programmer and used by different content cre-
ators in various scenarios. The Web3D Consortium working group
that shaped this design, with the help and insight of numerous mail-
ing list contributions, is actively involved in assuring that the devel-
opment of authoring tools is initiated and carried forward to help
put into practice this exciting technology.

8The shader writer may wish to ignore this state and add this light con-
tribution.



From the examples that were discussed and shown it is clear that
it is now possible in X3D to achieve advanced rendering effects
in real time with interactivity. By incorporating support for pro-
grammable shaders, X3D will remain a vital and relevant solution
that puts the power of the latest real time graphics hardware into the
hands of a broad online community via an open, evolving standard.
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Figure 1: The X3D lighting model using shaders. Figure 4: A transparent coating over a surface.
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Figure 2: The surface of Mars is represented as a bump map. Figure 5: Refraction example.
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Figure 3: An explosion of Mars rendered with particles.
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